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Highlights

What are the main findings?

¢ A physics-guided multi-fidelity pKANrtm surrogate was developed to emulate libRadtran
atmospheric-correction coefficients by learning residual corrections from 6S simulations.

* pKANTrtm achieved the strongest standard and out-of-distribution accuracy among the
evaluated surrogate models, while providing orders-of-magnitude inference speedup
over repeated libRadtran execution.

What are the implications of the main findings?

* The proposed emulator enables fast, scalable coefficient generation for dense LUT
construction, sensitivity analysis, synthetic dataset generation, and retrieval support.

¢ The framework preserves physically interpretable atmospheric-correction coefficients
for Sentinel-2 workflows, while absorption-sensitive bands remain the main target for
future improvement.

Abstract

Atmospheric correction is a critical preprocessing step in optical remote sensing, but re-
peated high-fidelity radiative transfer simulations remain computationally expensive for
dense look-up-table generation, sensitivity analysis, retrieval support, and operational
preprocessing. This study presents a physics-guided multi-fidelity surrogate framework
for emulating atmospheric correction coefficients using paired 6S and libRadtran simula-
tions. Atmospheric and geometric states are sampled using Latin Hypercube Sampling,
and both radiative transfer models are evaluated under matched conditions for Sentinel-2
bands using spectral-response-function-aware coefficient generation. The high-fidelity
targets are path reflectance, total transmittance, and spherical albedo. A physics-guided
Kolmogorov-Arnold Network, termed pKANrtm, receives the atmospheric state and low-
fidelity 6S coefficients, predicts the residual relative to libRadtran, and reconstructs the
high-fidelity coefficients. The pKANrtm model uses an Efficient-KAN architecture and is
trained with a physics-guided penalty applied in the original coefficient space. The pro-
posed model is evaluated against state-of-the-art regression-based RTM surrogates. Across
both standard and out-of-distribution (OOD) evaluation settings, pKANrtm achieves
the strongest overall predictive performance among the compared models. Band-wise
analysis shows that most Sentinel-2 bands are accurately emulated, while absorption-
sensitive bands remain comparatively challenging. Runtime benchmarking demonstrates
substantial acceleration relative to libRadtran, with GPU inference providing approxi-
mately four orders of magnitude single-sample speedup and batched inference reaching
tens of thousands of samples per second. As an initial real-scene validation, the trained
pKANTrtm correction was applied to a Sentinel-2A acquisition over the Gobabeb RadCalNet
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site, demonstrating that the learned residual correction improves downstream surface-
reflectance retrieval beyond synthetic RTM-to-RTM coefficient emulation. These results
indicate that physics-guided multi-fidelity pKANrtm emulation provides an accurate, phys-
ically structured, computationally efficient, and practically useful strategy for atmospheric
correction coefficient generation.

Keywords: atmospheric correction; radiative transfer model; libRadtran; 6S; multi-fidelity
learning; physics-guided learning; Kolmogorov—Arnold networks; surrogate modeling;
spectral response function; Sentinel-2; Latin Hypercube Sampling; remote sensing

1. Introduction

Atmospheric correction is a fundamental prerequisite for quantitative optical remote
sensing because top-of-atmosphere (TOA) radiance or reflectance contains coupled con-
tributions from surface reflection, molecular absorption, aerosol scattering, atmospheric
path radiance, illumination geometry, and sensor-view geometry. Physics-based radiative
transfer models (RTMs) provide the standard mechanism for representing these interactions
and for converting sensor-level observations into surface-reflectance products. Classical
and operational atmospheric-correction workflows therefore rely on RTMs and numeri-
cal radiative-transfer solvers such as 6S, MODTRAN, libRadtran, DISORT, and SBDART,
as well as mission-oriented processors such as LaSRC, ATCOR, LEDAPS-like Landsat
workflows, and multi-temporal Sentinel /Landsat correction approaches [1-11].

Despite their physical interpretability, RTM-based workflows remain computationally
demanding when simulations must be repeated over large atmospheric, geometric, spectral,
or surface-state spaces. This cost is especially important for dense look-up table (LUT)
generation, imaging spectroscopy retrieval, uncertainty quantification, global sensitivity
analysis, and large-scale operational preprocessing. Benchmarking exercises such as ACIX
have shown that atmospheric correction remains a challenging and processor-dependent
problem, with differences arising from aerosol and water-vapour retrieval, solver choices,
surface assumptions, and spectral configuration [12-15]. In parallel, optimal-estimation
approaches for imaging spectroscopy have demonstrated the value of physically structured
observation models, but they also highlight the burden of repeated high-fidelity forward
simulations [16,17].

Surrogate modeling has emerged as a practical response to this bottleneck. Instead
of executing a full RTM for every query, an emulator learns the relationship between
atmospheric-geometric inputs and selected RTM outputs. Early remote-sensing emulators
used Gaussian processes to approximate RTMs while also providing uncertainty and
derivative information [18,19]. Subsequent work extended RTM emulation to MODTRAN
atmospheric-correction LUTs, neural-network radiative-transfer approximation for imaging
spectroscopy, dense LUT generation through sRTMnet, and surrogate modeling for trace-
gas retrievals [17,20-22]. Recent studies and reviews further show that emulators can
accelerate RTM workflows by orders of magnitude, including in weather and climate
radiation parameterization, although accuracy, extrapolation, uncertainty, sampling design,
and physical consistency remain central concerns [23-28].

A related opportunity is multi-fidelity emulation. Multi-fidelity modeling combines in-
expensive low-fidelity simulations with fewer or more expensive high-fidelity simulations,
allowing the learned model to exploit correlations between simulators rather than learning
the high-fidelity response from raw inputs alone [29-32]. This idea is especially attractive
for atmospheric correction because a faster RTM can often capture much of the broad
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physical structure, while a more expensive RTM provides a more detailed target under the
chosen configuration. The sRTMnet framework illustrates this principle by correcting a
reduced-order/surrogate radiative-transfer calculation toward high-fidelity MODTRAN
outputs [17]. In this paper, we adopt a related philosophy using 6S as a low-fidelity RTM
and libRadtran as the high-fidelity target.

The target representation is another important design choice. Many previous studies
emulate spectra, radiances, transmittance profiles, or surface reflectance directly [21,33-35].
Here, we instead focus on atmospheric-correction coefficients: path reflectance, total trans-
mittance, and spherical albedo. These quantities are compact, physically meaningful, and
directly connected to standard Lambertian atmospheric-correction equations. Coefficient-
level emulation therefore provides a middle ground between full RTM execution and
purely image-to-image surface-reflectance prediction: the learned model accelerates the
physics-guided correction pipeline while preserving its interpretable coefficient structure.

This study further explores Kolmogorov—-Arnold Network (KAN) family models for
coefficient-level RTM emulation. KANSs replace fixed nodal activation functions with
learnable univariate functions on network edges, offering an alternative nonlinear function-
approximation mechanism to conventional multilayer perceptrons [36]. Because atmo-
spheric correction coefficients are governed by smooth but strongly nonlinear interactions
among aerosol loading, water vapour, ozone, geometry, elevation, and wavelength, KAN-
family models are a natural candidate for compact scientific regression. We also evaluate a
physics-guided KAN variant, pPKANrtm, motivated by broader work showing that physi-
cal constraints and consistency penalties can improve the credibility of learned scientific
surrogates [35,37,38].

The main contributions of this work are as follows. First, we construct a paired SRF-
aware multi-fidelity dataset generation pipeline using Latin Hypercube Sampling to define
matched atmospheric and geometric states for Sentinel-2 spectral bands, with 6S as the
low-fidelity RTM and libRadtran with the DISORT solver as the high-fidelity RTM. Second,
we formulate high-fidelity atmospheric-correction coefficient emulation as a residual multi-
fidelity learning problem, where 6S coefficients provide structured low-fidelity guidance
for predicting libRadtran coefficients. Third, we introduce pKANrtm, a physics-guided
Kolmogorov—Arnold Network surrogate that combines Efficient-KAN representation with
a physics-guided penalty applied in the original coefficient space. Fourth, we compare
PKANTrtm with state-of-the-art regression-based RTM surrogates under both standard and
out-of-distribution split regimes. Fifth, we provide a comprehensive evaluation using
aggregate accuracy, coefficient-wise error, band-wise error, conditional-error diagnostics,
qualitative spectral-case analysis, and runtime benchmarking against RITM baselines. Sixth,
we provide an initial real-scene validation using a Sentinel-2A matchup over the Goba-
beb RadCalNet site, comparing surface reflectance retrieved with 65S-only, ESA Sen2Cor
L2A, and 65 + pKANrtm against SRF-integrated RadCalNet BOA reference reflectance.
This case study evaluates whether the learned coefficient correction propagates into im-
proved practical surface-reflectance retrieval beyond synthetic RTM-to-RTM coefficient
emulation. Seventh, we release the dataset and implementation code publicly to support
reproducibility, model comparison, and future benchmarking of atmospheric-correction
surrogate models. Together, these contributions provide a practical pathway toward fast,
accurate, and scalable atmospheric-correction coefficient emulation while retaining the
physical structure of an RTM-based workflow.
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2. Related Work
2.1. Physics-Based Atmospheric Correction and Radiative-Transfer Modeling

Atmospheric correction has traditionally been formulated as an inverse radiative-
transfer problem in which atmospheric path effects are removed from TOA observations to
retrieve surface reflectance. The physical basis of these methods is the radiative-transfer
equation and its numerical solution under assumptions about atmospheric composition,
aerosol properties, geometry, and surface reflectance. Widely used RTMs include 6S
and its vector-polarized validation lineage, which have been extensively adopted for
multispectral atmospheric correction; MODTRAN, which supports detailed atmospheric
transmission and radiance simulation; libRadtran, which provides a flexible framework
with several radiative-transfer solvers; and SBDART, a research-oriented plane-parallel
radiative-transfer code [1-4,6]. Solver development, such as DISORT and related discrete-
ordinate methods, remains central to accurate multiple-scattering calculations in layered
atmospheres [5].

Operational atmospheric-correction processors build on these physical models but
differ in their assumptions, ancillary inputs, aerosol and water-vapour retrieval strate-
gies, spectral treatment, and correction of adjacency or terrain effects. LaSRC uses 6S-
based radiative-transfer calculations for Landsat surface reflectance production, LEDAPS
established earlier large-area Landsat surface-reflectance processing, and HLS demon-
strates the need for cross-sensor harmonization between Landsat and Sentinel-2 surface
reflectance; ATCOR-type workflows combine atmospheric and topographic correction for
airborne and satellite imagery [7-9,11]. For imaging spectroscopy, atmospheric-correction
reviews have emphasized the importance of spectral absorption structure, smoothing, and
radiative-transfer assumptions, while optimal-estimation methods such as ISOFIT explic-
itly fit atmospheric and surface states by repeated forward-model evaluation, providing
a physically rigorous but computationally demanding framework [12,16]. Community
inter-comparisons such as ACIX and ACIX-II have demonstrated that atmospheric correc-
tion remains a nontrivial source of uncertainty across processors, sensors, and validation
sites [13,14]. The recent ACIX-III hyperspectral benchmark further emphasizes the need for
transparent validation of aerosol, water-vapour, and surface-reflectance outputs in modern
imaging spectroscopy workflows [15]. Multi-temporal aerosol retrieval strategies are also
important in operational optical correction pipelines because repeated observations can
help separate slowly varying surface reflectance from atmospheric variability [10].

2.2. RTM Surrogate Modeling and Emulator Design

RTM surrogate modeling replaces repeated calls to an expensive physical model
with a learned approximation trained on RTM-generated samples. Early work by
Gomez-Dans et al. [18] showed that Gaussian-process emulators can approximate radiative-
transfer codes and provide uncertainty and derivative information useful for inversion.
Verrelst et al. [19] further demonstrated the use of emulators for fast global sensitivity
analysis of leaf, canopy, and atmospheric RTMs. These studies helped establish emulator
training as a viable way to explore high-dimensional RTM input spaces without exhaustive
physical-model execution.

In atmospheric correction, RTM emulators have been used to replace or densify
LUT operations. Vicent Servera et al. [20] systematically assessed MODTRAN emula-
tors for atmospheric correction, considering the accuracy and computational trade-offs of
different emulator designs. Bue et al. [21] developed neural-network radiative-transfer
approximations for imaging spectroscopy, while Brodrick et al. [17] proposed sRTM-
net, a hybrid reduced-order RTM and neural emulator that enables dense LUT gener-
ation with high-fidelity MODTRAN-like accuracy. For atmospheric trace-gas retrieval,
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Brence et al. [22] showed that dimensionality reduction and surrogate models can substan-
tially accelerate forward simulations. More recent studies have applied fully connected
networks, autoencoders, random forests, Gaussian processes, and deep-learning regres-
sors to MODTRAN-like atmospheric correction and compensation problems [26,27]. In
atmospheric and climate modeling, neural-network radiation emulators have also shown
substantial acceleration for shortwave and longwave radiative-transfer parameterizations,
while highlighting generalization and coupled-model stability issues [23-25].

Sampling strategy is a central part of emulator design because the learned model can
only generalize over the state space represented during training. Space-filling designs
such as Latin Hypercube Sampling are commonly used to cover high-dimensional RTM
inputs more efficiently than naive random sampling [18,22,28,39]. The recent review by
Verrelst et al. [28] highlights several persistent issues in RTM emulation: balancing accuracy
and computational speed, representing spectral dimensionality efficiently, estimating uncer-
tainty, avoiding poor extrapolation, and maintaining physical interpretability. These issues
motivate the present focus on compact atmospheric-correction coefficients, state-level split
control, out-of-distribution testing, and physics-guided regularization.

2.3. Learning-Based Atmospheric Correction and Physics-Guided Surrogates

Learning-based atmospheric correction has been studied both as a direct image-
to-image reflectance prediction problem and as an RTM-assisted emulation problem.
Shah et al. [40] organized deep-learning atmospheric correction approaches into physics-
supported, physics-aware, and physics-agnostic categories. Basener and Basener [27]
compared Gaussian-process and deep-learning atmospheric correction models and em-
phasized the value of interpretable probabilistic modeling. More recently, Shah et al. [41]
proposed a spatio-temporal atmospheric correction network, showing that temporal infor-
mation can improve surface-reflectance prediction compared with purely spatial learning.
These studies demonstrate the promise of data-driven atmospheric correction, but many of
them predict reflectance directly rather than emulating the intermediate coefficients used
by physical correction equations.

Physics-guided machine learning offers a complementary strategy by embedding
known constraints into the model architecture or training objective. Physics-informed
neural networks introduced a general framework for enforcing differential-equation con-
straints during learning [37], while broader reviews of physics-informed machine learning
emphasize the importance of consistency, inductive bias, and scientific interpretability [38].
In atmospheric radiative transfer, physics-incorporated deep-learning frameworks have en-
coded conservation relationships among fluxes and heating rates, and other deep-learning
RTM accelerators have focused on preserving physically meaningful radiation quantities
while reducing computational cost [33-35]. The pKANrtm model follows this broader
philosophy by preserving supervised residual learning while penalizing physically incon-
sistent coefficient predictions in the original coefficient space.

2.4. Multi-Fidelity Learning and KAN-Family Models

Multi-fidelity modeling combines simulations or observations obtained at different
levels of cost and accuracy. The classical Kennedy—O’Hagan framework formalized the
use of inexpensive approximations to improve prediction of expensive computer-code
outputs [29], and co-kriging-based multi-fidelity surrogate optimization further demon-
strated how multiple analysis fidelities can be combined for efficient model exploration [30].
Later nonlinear multi-fidelity methods showed that information can be fused across fi-
delities even when the relationship between low- and high-fidelity models is not purely
linear [31]. Broader surveys of multi-fidelity uncertainty propagation, inference, and op-
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timization emphasize that low-fidelity models are most useful when they are cheap, cor-
related with the high-fidelity model, and used with validation safeguards [32]. This
perspective is particularly relevant to atmospheric correction because fast RTMs such
as 65 can provide physically meaningful low-fidelity coefficients, while more expensive
models such as libRadtran or MODTRAN can serve as high-fidelity targets under selected
configurations. sSRTMnet is a closely related example in which a faster radiative-transfer
approximation is corrected toward high-fidelity MODTRAN behavior through a neural
emulator [17].

From an architectural perspective, multilayer perceptrons remain common baselines
for scientific regression and RTM emulation [42,43]. KANs provide a newer alternative
inspired by the Kolmogorov—Arnold representation theorem, using learnable univariate
functions on edges rather than fixed nodal activations [36]. Practical implementations
such as efficient-kan make KAN-family models easier to evaluate in applied scientific
regression settings [44]. However, KANs have not yet been widely studied for atmo-
spheric RTM emulation. To the best of our knowledge, SRF-aware multi-fidelity emulation
of atmospheric-correction coefficients from paired 6S and libRadtran simulations using
physics-guided KAN models remains unexplored. This gap motivates the proposed pKAN-
rtm framework.

3. Materials and Methods
3.1. Problem Formulation

Let x denote a state vector containing the atmospheric, geometric, categorical, and
spectral descriptors required to run the RTMs. In this study, x includes solar zenith angle,
view zenith angle, relative azimuth angle, aerosol optical depth at 550 nm (AOD550),
column water vapour (CWYV), ozone amount, surface elevation, atmospheric profile,
aerosol setting, and Sentinel-2 band metadata. For each state and band, the low-fidelity
RTM produces a coefficient vector y;r and the high-fidelity RTM produces a coefficient
vector yyF:

y= [ppath/ Tiotals s}, (1)

where ppay, is path reflectance, Tiorg) is total transmittance, and s is spherical albedo.
The surface-reflectance correction equation can be written in coefficient form as

05 = PTOA — Ppath
" Tiota +5(0704 — Ppatn)”

(2)

where prpa denotes TOA reflectance and ps denotes the retrieved surface reflectance
under the Lambertian surface assumption used in this coefficient formulation. Therefore,
small coefficient errors can propagate directly into surface-reflectance retrieval, motivating
coefficient-wise and band-wise evaluation rather than only aggregate model scores.

The primary learning problem is residual multi-fidelity emulation. Given x and the
low-fidelity coefficient vector y; r, the model learns the high-fidelity residual

Y= YyHr — YLF- 3)

A trained model fy predicts T = fy(x, yrr), and the high-fidelity coefficient estimate is
reconstructed as

YHF = YLF +T. 4)

This setting targets the correction from low- to high-fidelity while conditioning on
both state and low-fidelity coefficients.
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3.2. Radiative Transfer Models

The low-fidelity simulations were generated using the Second Simulation of a Satellite
Signal in the Solar Spectrum vector code, 65V1.1, accessed through Py6S v1.9.2, and the
high-fidelity simulations were generated using libRadtran v2.0.6-MYSTIC with the DISORT
solver [1,4]. 6S is computationally efficient and widely used for atmospheric correction and
multispectral remote-sensing simulation, whereas libRadtran provides a flexible radiative-
transfer framework and is used here as the higher-fidelity target model. Both RTMs are
evaluated under a shared state manifest so that every accepted row has matched low-
and high-fidelity coefficients. This pairing reflects a practical hierarchy: 6S serves as a
fast physical approximation, while libRadtran is treated as the higher-fidelity target. The
learned model therefore approximates the libRadtran coefficient response conditional on
both the physical state and the corresponding 6S output.

In this study, the term multi-fidelity refers to data fidelity rather than to multiple inter-
nal levels of the KAN architecture. The low-fidelity data are the atmospheric-correction
coefficients generated by 6S, which is computationally inexpensive and physically struc-
tured. The high-fidelity data are the corresponding coefficients generated by libRadtran
under the matched atmospheric, geometric, and spectral-response-function-aware con-
figuration. The learning task is therefore to map from a low-cost RTM approximation
toward a higher-fidelity RTM target by learning the residual discrepancy between the
two simulators.

3.3. Latin Hypercube State Sampling

Continuous state variables are sampled using Latin Hypercube Sampling (LHS) to
improve coverage of the multidimensional atmospheric and geometric domain [22,28,39].
The sampled variables include AOD550, CWYV, ozone amount, solar zenith angle, view
zenith angle, relative azimuth angle, and elevation. Categorical variables such as aerosol
model and atmospheric profile are assigned from a shared schema so that both RTMs
receive conceptually matched conditions.

Each unique atmospheric-geometric state is assigned a deterministic state identifier.
This identifier is used for reproducibility, traceability, and split assignment. Importantly,
data splitting is performed at the state level rather than at the row level; all band rows
belonging to the same state are assigned to the same train, validation, or test split. This
prevents leakage where the same physical state could appear in training for one band and
testing for another.

3.4. Input Features and Preprocessing

Table 1 summarizes the input variables used by the residual multi-fidelity surrogate.
Continuous atmospheric, geometric, spectral, and low-fidelity coefficient variables are
standardized using statistics fitted only on the training split. Categorical variables are
encoded before model input, and the low-fidelity 6S coefficients are included as physically
structured guidance for predicting the libRadtran residual.
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Table 1. Input features used by the pKANrtm surrogate. Std. = standardized using training-set statis-
tics; Enc. = encoded categorical feature. Continuous atmospheric and geometric variables are sampled
from the LHS range; categorical variables are selected from the predefined atmospheric/aerosol
schema; Sentinel-2 band metadata are derived from the sensor/SRF configuration.

Group Variable Unit/Type Range/Values Preprocessing
Atmosphere AODS550 Unitless 0.01-1.50 Std.
Atmosphere CWV cm 0.10-6.00 Std.
Atmosphere Ozone atm-cm/DU 0.20-0.45 Std.
Geometry Solar zenith Degree 0-70 Std.
Geometry View zenith Degree 0-30 Std.
Geometry Relative azimuth Degree 0-180 Std.
Surface Elevation km/m 0-3 km Std.
Category Atmospheric profile  Categorical Profile classes Enc.
Category Aerosol model Categorical Aerosol classes Enc.
Spectral Sentinel-2 band Categorical B1-B12 incl. BSA  Enc.
Spectral Band/SRF metadata Sensor-specific = SRF descriptors ~ Enc./Std.
LF guidance  6S ppatn Unitless 0-1 after QA Std.

LF guidance  6S Tipta1 Unitless 0-1 after QA Std.

LF guidance 6Ss Unitless 0-1 after QA Std.

3.5. SRF-Aware Sentinel-2 Coefficient Generation

This study uses SRF-aware integration for 13 Sentinel-2 bands: B1, B2, B3, B4, B5, B6,
B7, B8, BSA, B9, B10, B11, and B12. For each band, the RTM spectral response is convolved
with the corresponding Sentinel-2 spectral response function. The band-level coefficient c,
for a generic spectral coefficient ¢(A) is computed as

_ Je(M)Ry(A)dA

© = TR ax ©

where R, (A) is the SRF of band b. The same SRF-aware integration is applied to both 65
and libRadtran outputs, ensuring that the multi-fidelity targets are defined on the same
sensor-level spectral support.

SRF integration is particularly important near absorption-sensitive regions. A central-
wavelength approximation can miss within-band variation in transmittance or path re-
flectance, whereas SRF-aware integration better represents the quantity observed by the
multispectral sensor. This makes the resulting coefficient dataset more relevant for practical
Sentinel-2 atmospheric correction workflows [17,45].

3.6. Coefficient Recovery and Quality Control

For each accepted state-band pair, atmospheric correction coefficients are recovered
from RTM simulations at multiple Lambertian surface-reflectance anchors. In the default
data-generation configuration, the anchor inputs are py = 0.0, p; = 0.2, and p» = 0.6. The
three reflectance anchors are used as numerical probes for coefficient recovery rather than
as labels for specific land-cover classes. The dark anchor pg = 0.0 isolates the atmospheric
path-reflectance contribution because the surface-reflection term vanishes. The two nonzero
anchors, p; = 0.2 and p2 = 0.6, provide separated dark-to-moderate and bright Lambertian
surface levels, allowing T, and s to be identified from the nonlinear dependence of
TOA reflectance on surface reflectance. Using two closely spaced nonzero anchors would
make this recovery more ill-conditioned, especially in absorption-sensitive bands where
the surface contribution to the TOA signal is weak.

Thus, the selected anchors are not intended to span all possible surface types explic-
itly. Instead, they provide a compact three-point design for solving the three-coefficient
Lambertian correction equation under each atmospheric-geometric state and band. Water,
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vegetation, desert, snow, and other surfaces are later represented through the correction
equation using the recovered coefficients; they are not treated as separate anchor classes
during coefficient generation.

The coefficient recovery can be written explicitly. Since ryp = proa(0), the path re-
flectance is Ppath = 0. For the two nonzero Lambertian anchors, define

d; .
di =1 —Ppatn,  Ai=—, i€{l,2},

T
Al — 1 total -, (6)
A — A
§= ——— = T = A{1(1 —spq).
Zip1 — Aapr total = A1(1 —sp1)

This closed-form recovery is applied independently to each RTM, atmospheric—
geometric state, and Sentinel-2 band.

The corresponding RTM-computed TOA reflectance responses are denoted r, 1, and
19, respectively. Therefore, r¢, 1, and r, are not fixed global constants; they vary with
atmospheric state, viewing and illumination geometry, spectral band, and RTM fidelity
level. For a given anchor reflectance p;, the coefficient model can be written as

i = fputn + 7228, @)
where r; is the RTM-computed TOA reflectance at anchor p;. The three anchor-response
pairs provide sufficient information to estimate ppatn, Tiotal, and s consistently for both
fidelity levels. The same recovery procedure is used for 6S and libRadtran so that residual
learning compares like with like.

Quality control is applied before model training. Rows are excluded if they con-
tain non-finite values, violate monotonicity expectations over the reflectance anchors, or
produce physically implausible coefficient values. This step is important because coefficient-
recovery instability is not the same as neural prediction error. The quality-control statis-
tics are retained for interpretation, especially for bands with strong absorption or low
usable signal.

After quality control, the final training dataset was constructed as the paired inter-
section of the 65 and libRadtran outputs. The intersection was performed using the tuple
(state_id, band) so that a sample was retained only when both RTMs produced valid
coefficients for the same atmospheric-geometric state and Sentinel-2 band. Here, valid
means that the recovered coefficient triplet is finite, physically plausible, monotonic over
the reflectance anchors, and numerically stable under the Lambertian coefficient-recovery
equation. The term unclamped means that the coefficient was naturally recovered within
the accepted range and was not artificially clipped to satisfy a physical bound. We retain
only unclamped coefficients because clamping can hide unstable RTM responses or ill-
conditioned coefficient recovery and would introduce biased supervised targets for the sur-
rogate. The resulting dataset, denoted qavalid_intersection_libradtran_6s_50k_13b,
contains 609,722 paired state-band samples from 50,000 unique atmospheric states as shown
in Table 2. For most Sentinel-2 bands, 50,000 paired samples were retained. The exception
is B10, for which 9722 valid paired samples remained after filtering. This reduction is con-
sistent with the greater coefficient-recovery instability of the cirrus/absorption-sensitive
spectral region.

A row was retained only when it satisfied the following quality-control crite-
ria in both RTMs: ga_valid = true, monotonicity_failed = false, T_total_was_
clamped = false, rho_path_was_clamped = false,and spher_alb_was_clamped = false.
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These constraints ensure that the learning problem is defined on physically admissible
coefficient triplets rather than on artifacts introduced by unstable coefficient recovery.

Table 2. Summary of the QA-valid paired 6S-libRadtran dataset.

Property Value

Dataset pair qavalid_intersection_libradtran_6s_50k_13b
Low-fidelity RTM 65

High-fidelity RTM libRadtran

Sampling strategy Latin Hypercube Sampling

Unique atmospheric-geometric states 50,000

Intersection key state_id, band

Final paired state-band samples 609,722

Bands with 50,000 samples B1-B9, B8A, B11, B12

B10 valid samples 9722

Retained QA criteria valid, monotonic, unclamped coefficients

3.7. pKANrtm Architecture

The proposed model is a physics-guided Kolmogorov—-Arnold Network, referred to as
PKANrtm with neural architecture:

KAN([d;, 256,128, dout]), ®)

where d;;, denotes the number of preprocessed input features and d,,; denotes the number
of target residual coefficients. Thus, pKANrtm is implemented as a two-hidden-layer
Efficient-KAN regressor with hidden widths of 256 and 128. The model was implemented
using Python 3.9.23, PyTorch 2.8.0+cul28, and the efficient-kan package v0.1.0 [44].
pKANrtm is trained with supervised mean-squared error (MSE) and an additional
physics-guided regularization term. This design separates the effect of the KAN architecture
from the effect of physics-guided training. Figure 1 summarizes the input assembly, residual
prediction, high-fidelity coefficient reconstruction, and physics-guided training objective.

Atmospheric and pK ANrtm

geometrlc SAE, Efficient-KAN regressor
| * solar zenith
|« view zenith din 256 128 dou
‘ « relative azimuth
| « AOD550
|+ Cwv
| ¢ ozone O Predicted residual High-fidelity
‘ 0 eltevatm':! e 5 , Ly reconstruction Approximate

« atmospheric profile reprocessing F= 7
|+ aerosol setting feature assembly i fg(x,yu:) }7’_".. =Y+ 7 libRadtran
| + band metadata coefficients
—_—— [Appans ATt As] T
- paths &4 tota A oS
| Low-fidelity coefficients Lot To: ]
| yir (6S)
KAN([d;,, 256, 128, d,.])
[rhvpn(hv Tiouats 5
:
v I
Training objective (physics-guided)
Supervised loss in standardized residual space Physics-consistency penalty in original coefficient space
MSE(#,, ;) inverse transform  —> Jp —> Py ()
where z indicates standardized (zero-mean, unit-std) residuals Poys (4r) encodes radiative-transfer and physical consistency constraints
L} 'CpKANrtm = MSE( fz s Ty ) i A])h)‘s Pphys (j’HF) < J

| Apys = 1.0

Figure 1. Architecture and physics-guided training workflow of pKANrtm.
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3.8. Physics-Guided Training Objective

Targets are standardized using a StandardScaler fitted only on the training set. The
supervised residual-learning term is computed in standardized target space using mean
squared error (MSE). For the physics-consistency term, the predicted residuals are inverse
transformed back to the original coefficient scale and added to the low-fidelity coefficients
to reconstruct the predicted high-fidelity coefficient vector. The pKANrtm objective is

»CpKANrtm = MSE(#, 1) + /\physthys (Yur), 9

where #, and r, denote standardized predicted and true residuals, respectively, yyr de-
notes the reconstructed high-fidelity coefficient prediction in the original unstandardized
coefficient space, and Appys controls the strength of the physics-consistency penalty. In the
reported pKANrtm configuration, Appys = 1.0.

Let the reconstructed high-fidelity coefficient prediction be

YHF = (ppathr Ttotalr§)r (10)

where ppae, is predicted path reflectance, Tiotal is predicted total transmittance, and 3 is
predicted spherical albedo. The physics-consistency penalty is defined as

Pphys = @range Prange + ®denPden 1 ®monoPmono, (11)

where Prange enforces physically plausible coefficient ranges, Pyen discourages unstable

denominators in the Lambertian correction equation, and Pmono penalizes non-monotonic

TOA reflectance response with increasing Lambertian surface reflectance. In the default

setting, all three penalty components are assigned equal weight, &range = ®gen = &mono = 1.
The range penalty is

Prange = Z {maX(O, I — 9x)? + max (0, §x — uk)z} , (12)
ke{Ppath/Ttotalrs}

with coefficient bounds

0<ppatn <1,  O0< T <1, 0<s<L (13)

The denominator-stability penalty is computed over a small Lambertian reflectance

grid G:

Pgen = 1l g| Y max(0,e — (1 —%p))%, (14)
=Y
where € is a small positive margin. This term discourages predictions that make the
denominator 1 — §p approach zero in the forward or inverse Lambertian atmospheric-
correction equation. In this study, G = {0.0,0.2,0.6}, matching the reflectance anchors
used during coefficient recovery. This does not require additional RTM simulations; it only
evaluates whether the predicted coefficients remain numerically stable over the existing
anchor domain.
The monotonicity penalty is based on the predicted TOA response

Ttotalp
—3p

For fixed atmospheric and geometric conditions, the TOA reflectance response should

froa (P) ppath + (15)

increase with increasing Lambertian surface reflectance when the coefficients are physically
admissible. Therefore,
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Prono = |71>| Y max(0, proa(pi) — pTOA(Pj))ZI pi < pjs (16)
(0ipj)€P
where P contains ordered reflectance-anchor pairs from G.

These constraints are directly connected to the Lambertian atmospheric-correction
equation. The range term enforces plausible values for path reflectance, total transmit-
tance, and spherical albedo. The denominator-stability term avoids singular or unstable
surface-reflectance inversion. The monotonicity term enforces the expected increase in TOA
reflectance with increasing Lambertian surface reflectance under fixed atmospheric and
geometric conditions. Thus, the physics-consistency penalty does not replace supervised
residual learning; instead, it biases the reconstructed coefficients toward values that remain
physically admissible in the original coefficient space.

3.9. Training Protocol

Models are trained with the Adam optimizer, an initial learning rate of 10~3, batch size
2048, maximum training length of 100 epochs, and early stopping patience of 20 epochs.
The best checkpoint is selected using validation loss. Mixed precision can be enabled when
supported, but the reported configuration is defined by the same optimization protocol
across model comparisons.

3.10. Implementation and Reproducibility

The dataset and source code used for this study are made publicly available to support
reproducibility and future comparison. The pKANrtm dataset is hosted on Hugging
Face, and the model implementation, training scripts, benchmarking utilities, and analysis
workflow are provided in the accompanying GitHub repository. The public release enables
independent inspection of the data format, model configuration, and experimental pipeline.

4. Experimental Setup
4.1. Dataset Construction and Coverage

The paired dataset is generated by evaluating 65 and libRadtran over the same LHS-
sampled state manifest. For each atmospheric and geometric state, each RTM is evaluated
over the spectral support required for SRF-aware Sentinel-2 band integration. The li-
bRadtran simulations are performed using the DISORT solver, and the solver metadata,
including the number of streams, is retained in the generated records for reproducibility.
The stored rows include the state identifier, split label, continuous and categorical input
variables, band metadata, 6S coefficients, libRadtran coefficients, and residual targets. This
design supports both direct comparison of the two RTMs and supervised residual learning.

Figure 2 summarizes the sampled state-space coverage and accepted band distribution.
The continuous variables show broad coverage over the prescribed sampling ranges,
consistent with the use of LHS. The band histogram also reveals that most Sentinel-2 bands
contribute similar sample counts after quality control, while B10 has substantially fewer
valid rows. This reduction is expected because B10 lies in a cirrus and strong-absorption
region where coefficient recovery is more fragile.
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Figure 2. State-space and band coverage of the generated dataset after quality control. The distribu-
tions show broad coverage of AOD550, CWYV, ozone, solar/view geometry, relative azimuth angle,
and elevation, while the band counts reveal reduced valid samples for B10.

4.2. Split Regimes

Two split regimes are used. The standard split measures interpolation-like generaliza-
tion within the overall sampled distribution and assigns 35,000, 7500, and 7500 atmospheric-
geometric states to training, validation, and testing, respectively. Before band-specific
quality filtering, this corresponds to maximum possible row counts of 455,000, 97,500,
and 97,500 state-band rows. After QA filtering and paired 6S-libRadtran intersection,
the retained row counts are lower because B10 has fewer valid samples than the other
Sentinel-2 bands.

The ood_aod_cwv split tests robustness under distribution shift in aerosol optical
depth and column water vapour, two dominant drivers of atmospheric variability and
RTM behavior. The OOD states are selected from the upper quantiles of a0d550 and cwv_cm.
Candidate test states are first defined using the joint high-AOD and high-CWV condition
at the 0.85 quantile; if the selected set is smaller than the minimum required OOD test
size, the procedure falls back to high-AOD or high-CWYV states. In the current dataset, this
fallback is used, resulting in 30,731 training states, 5422 validation states, and 13,847 test
states. Before QA filtering, these correspond to maximum possible row counts of 399,503,
70,486, and 180,011 state-band rows, respectively.

The OOD split should therefore be interpreted as an atmospheric-loading distribution
shift rather than a complete test of all possible extrapolation modes. It emphasizes higher
aerosol optical depth and higher column water vapour conditions relative to the training
distribution. It does not fully cover other forms of distribution shift, such as unseen aerosol
microphysical categories, untested atmospheric profiles, cross-sensor transfer, or real-scene
retrieval artifacts. These broader shifts are discussed as limitations and future work.

All splits are assigned at the state level, so all spectral bands for a given atmospheric-
geometric state are kept together. A row-level or sample-level record refers to one
(state_id, band) pair. A single atmospheric-geometric state therefore contributes mul-
tiple band-specific rows, one for each retained Sentinel-2 band. Splitting by state rather
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than by row ensures that no atmospheric-geometric condition appears in both training and
testing through different spectral bands.

4.3. Models and Comparators

The main reported model is baseline pKANrtm under multi-fidelity formulation. The
baseline pKANrtm architecture is KAN([d;,,, 256,128, dyy:]), trained with supervised MSE
plus the physics-guided penalty described in Section 3. The standard split reports the
baseline pKANrtm configuration. For the OOD split, the selected pKANrtm configuration
from the validation sweep is reported; in the current results this selected OOD configuration
is the small pKANTrtm variant.

For context, we also compare against representative surrogate families motivated by
the RTM-emulation literature: sSRTMNet-style hybrid RTM-neural emulation [17], random
forest regression and fully connected neural regressors [26], Gaussian-process atmospheric
correction [27], universal mean regression, and denoising autoencoder baselines. These
comparators are evaluated on the same generated dataset and should be interpreted as
in-study baseline families rather than direct reproduction of published numerical results
from different datasets.

4.4. Physics-Guided Objective Ablation Protocol

To isolate the effect of the physics-guided objective from the KAN architecture itself,
we conducted a controlled ablation using two otherwise identical residual multi-fidelity
KAN models. The first model, denoted residual KAN, uses the same input representation,
architecture, preprocessing, optimizer, batch size, early-stopping rule, and train-validation-
test split as pKANrtm, but is trained only with the standardized residual MSE term by

setting Appys = 0. The second model is the proposed physics-guided pKANrtm configura-
tion, trained with the full physics-guided objective and Appys = 1.
Both models reconstruct high-fidelity coefficients as
yHF = YLF + 1, (17)

where yr denotes the low-fidelity 6S coefficient vector and t denotes the predicted residual
correction. Therefore, the ablation specifically tests whether the physics-guided objective
improves coefficient prediction accuracy beyond standard supervised residual learning
while keeping the architecture and data formulation unchanged.

The ablation is evaluated using the same predictive metrics used for the main model
comparison: RMSE, MAE, R2, and SMAPE. These metrics are computed on the recon-
structed high-fidelity coefficients in the original coefficient space.

4.5. Evaluation Metrics

Predictive accuracy is evaluated using root mean squared error (RMSE), mean absolute
error (MAE), coefficient of determination (R?), and symmetric mean absolute percentage
error (SMAPE). Metrics are computed over the high-fidelity reconstructed coefficients.
Aggregate metrics are reported first, followed by coefficient-wise, band-wise, and state-
conditioned diagnostics. This layered evaluation is necessary because a single aggregate
error can hide strong spectral or coefficient-specific behavior. Because the three atmospheric-
correction coefficients are dimensionless and can have different magnitudes across bands
and atmospheric states, absolute errors alone may not fully describe relative discrepancy.
We therefore include SMAPE as a bounded relative-error metric. This is particularly useful
for comparing coefficient errors across spectral bands, because the same absolute error can
have different significance when the target coefficient is near zero versus close to one.
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4.6. Computational Environment

Runtime benchmarking was conducted on a high-performance server equipped with
an Intel Xeon Gold 6258R CPU at 2.70 GHz (Intel Corporation, Santa Clara, CA, USA),
1510.04 GB RAM, and eight NVIDIA A100-PCIE-40GB GPUs (NVIDIA Corporation, Santa
Clara, CA, USA), as summarized in Table 3. The software environment included Linux
kernel 4.18.0-513.24.1.e18_9.x86_64, Python 3.9.23, PyTorch 2.8.0 + cul28, CUDA 12.8,
65V1.1, Py6S v1.9.2, libRadtran v2.0.6-MYSTIC, and efficient-kan v0.1.0. The runtime
comparison includes single-sample RTM execution on CPU and pKANTrtm inference on
CPU and GPU, together with batched GPU throughput.

Table 3. Computational environment used for runtime benchmarking.

Component Specification

CPU Intel Xeon Gold 6258R CPU at 2.70 GHz
RAM 1510.04 GB

GPU NVIDIA A100-PCIE-40GB x 8

(O8] Linux 4.18.0-513.24.1.e18_9.x86_64
Python 3.9.23

PyTorch 2.8.0 + cul28

CUDA 12.8

4.7. Figures Used for Diagnostic Interpretation

In addition to aggregate accuracy tables, this paper uses several diagnostic figures.
The discrepancy plots compare the 65 low-fidelity coefficients with libRadtran high-fidelity
coefficients. The representative-case plots show how the best pPKANrtm prediction tracks
libRadtran across bands for individual atmospheric cases. The prediction-versus-truth
plots show pointwise reconstruction quality for each coefficient. The band-wise heatmap
shows SMAPE by band and coefficient under standard and OOD splits. Together, these
figures support both numerical and physical interpretation of the surrogate behavior.

4.8. Initial Real-Scene RadCalNet Validation Protocol

To evaluate whether the learned coefficient correction improves downstream atmo-
spheric correction in a real observation, we performed an initial real-scene validation using
a Sentinel-2A matchup over the Gobabeb RadCalNet site (GONA), Namibia. Gobabeb is a
bright, spatially stable desert calibration site, making it suitable for evaluating atmospheric
correction behavior over a high-reflectance land target. The selected scene was acquired
on 25 May 2018 by Sentinel-2A over tile T33KWP. A circular region of interest with a 30 m
radius was centered at latitude —23.600° and longitude 15.119°. The RadCalNet reference
measurement was temporally close to the Sentinel-2A acquisition, with a time offset of
14 min.

The atmospheric state used for the correction was defined by an aerosol optical
depth at 550 nm of 0.037, column water vapour of 1.33 g cm ™2, ozone amount of 319 DU,
surface pressure of 958.6 hPa, solar zenith angle of 52.7°, and a desert aerosol model. This
corresponds to a low-aerosol desert atmosphere. The validation used the 10 Sentinel-2A
bands with valid matchup pixels: B02, B03, B04, BO5, B06, BO7, B08, BSA, B11, and B12.
Bands B01 and B09 were excluded because no valid matchup pixels were available in the
ROI, and B10 was excluded because it is a cirrus band rather than a standard surface-
reflectance validation band.

Three atmospheric-correction outputs were compared against SRF-integrated RadCal-
Net BOA reference reflectance: ESA Sen2Cor v2.10 L2A surface reflectance from processing
baseline N05.00 with GIPP 02.10.03, 6S-only correction, and 65 + pKANrtm correction.

https://doi.org/10.3390/rs18111826


https://doi.org/10.3390/rs18111826

Remote Sens. 2026, 18, 1826

16 of 29

For the 65-only baseline, Py6S v1.9.2 with 65V1.1 was run at all nonzero wavelengths in
the Sentinel-2A spectral response function, and the resulting correction quantities were
integrated using SRF weights. The same three-anchor Lambertian strategy used in the
simulation pipeline was used to estimate path reflectance, total transmittance, and spherical
albedo from surface-reflectance anchors pp = 0.0, p; = 0.2, and p» = 0.6. For the proposed
6S + pKANTrtm retrieval, the trained pKANrtm model predicted residual corrections to the
6S-derived coefficients, and the corrected coefficients were used in the coefficient-based
surface-reflectance equation. The evaluated pKANrtm model corresponds to the OOD
AOD/CWYV split and uses the same synthetic RTM-to-RTM residual-learning target used
during training; no RadCalNet BOA reflectance or real-scene residual information was
used to train or tune the model.

Agreement with RadCalNet was evaluated using RMSE, MAE, mean relative differ-
ence, and mean absolute relative difference across the 10 usable bands. This experiment is
intended as an initial real-scene case study rather than a comprehensive global validation
across all surface and atmospheric conditions.

5. Results
5.1. Low- and High-Fidelity Coefficient Discrepancy

Before evaluating the learned surrogate, it is useful to examine the discrepancy be-
tween 6S and libRadtran. Figure 3 shows the mean and median absolute differences
between the two RTMs for each Sentinel-2 band and coefficient. The discrepancy is not
uniform across the spectrum. For pp.4,, the largest mean differences occur in the visible
and red-edge bands, while the absolute difference decreases toward the shortwave infrared
except for localized behavior around B11. For Ti,,, B9 shows the largest discrepancy, con-
sistent with strong water-vapour sensitivity. For spherical albedo, the largest discrepancies
are concentrated around B9 and B10, indicating that absorption-sensitive bands are the
most difficult to harmonize across RTMs.

rho_path t_total spher_alb

o~ mean [It-65] o mean [i-65] o mean [it65|

0.025 median [i-6s] | 0.35 median it-65] median rt-65]
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Figure 3. Band-wise discrepancy between libRadtran and 6S coefficients. Lines show mean and
median absolute difference, while the shaded region indicates the interquartile range.

The conditional error heatmaps in Figure 4 further show that the 6S-libRadtran dis-
crepancy depends on atmospheric state. AOD strongly affects ppa,, while CWV has a
pronounced effect on Ty, and s in water-vapour-sensitive bands. Solar zenith angle and
elevation also modulate the discrepancy, but their effects are more band- and coefficient-
dependent. This state-conditioned behavior supports the need for a nonlinear residual
model rather than a simple global correction factor.

Because the coefficients are dimensionless and their magnitudes vary by band and
atmospheric state, relative error is reported through SMAPE in the model-evaluation results
rather than replacing the absolute RTM-discrepancy diagnostics in Figures 3 and 4.
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Figure 4. Median absolute 6S-libRadtran discrepancy conditioned on atmospheric and geometric

variables. Rows correspond to binned values of AOD550, CWYV, solar zenith angle, and elevation;

columns correspond to Sentinel-2 bands; and color denotes median absolute error for each coefficient.

5.2. Overall Accuracy

Tables 4 and 5 report overall accuracy on the standard and OOD split regimes.

On the standard split, the baseline pKANrtm achieves the best aggregate performance
among the reported methods, with RMSE = 0.00619, MAE = 0.00186, R%Z = 0.99472,
and SMAPE = 3.91%. Relative to the sSRTMNet-style hybrid emulator baseline, pKAN-
rtm reduces RMSE by approximately 10.5% and SMAPE by approximately 8.6%. This
indicates that the physics-guided KAN formulation is well suited to the coefficient-level

residual mapping.

Table 4. Overall test accuracy on the standard split. Arrows indicate the preferred direction of

each metric.

Model RMSE | MAE | R%2 1 SMAPE (%) |
pKANrtm 0.00619 0.00186 0.99472 3.91249
sRTMNet [17] 0.00691 0.00211 0.99418 4.28170
DA [27] 0.00784 0.002607 0.99351 4.94720
GPAC [27] 0.00865 0.00301 0.99280 5.57940
FC [26] 0.00948 0.00342 0.99193 6.12680
RF [26] 0.01075 0.00404 0.99061 7.01850
UMR [27] 0.01394 0.00546 0.98691 9.84620

On the OOD split, the selected pKANrtm configuration also gives the strongest
reported aggregate result, with RMSE = 0.01022, MAE = 0.00544, R? = 0.99418, and
SMAPE = 5.40%. The OOD RMSE is approximately 1.65 times higher than the standard-
split pKANrtm RMSE, which is expected under distribution shift in AOD and CWV.
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However, the R? remains high, indicating that the model preserves most of the high-fidelity
coefficient variance even under the more difficult split. Relative to the sSRTMNet-style
baseline, the selected pKANrtm reduces OOD RMSE by approximately 12.2% and SMAPE

by approximately 13.2%.

Table 5. Overall test accuracy on the OOD AOD-CWYV split. Downward arrows (]) indicate metrics
for which lower values are better, whereas upward arrows () indicate metrics for which higher
values are better.

Model RMSE | MAE | R2 4 SMAPE (%) |
pKANTrtm 0.01022 0.00544 0.99418 5.39850
SRTMNet [17] 0.01164 0.00615 0.99293 6.21730
GPAC [27] 0.01324 0.00707 0.99138 7.34860
DA [27] 0.01441 0.00795 0.98994 8.31840
FC [26] 0.01679 0.00924 0.98681 10.11670
RF [26] 0.01894 0.01073 0.98390 12.08350
UMR [27] 0.02360 0.01419 0.97361 17.49380

5.3. Effect of the Physics-Guided Objective

Table 6 reports the controlled ablation of the physics-guided objective under both the
standard and OOD AOD-CWYV splits. For each split, both models use the same residual
multi-fidelity input representation and the same KAN architecture. The only difference
is the loss function: the residual KAN uses A,pys = 0, while pKANrtm uses the full
physics-guided objective with A,pys = 1.

Table 6. Ablation study of the physics-guided objective under standard and OOD split regimes.
Both models use the same residual multi-fidelity input representation and KAN architecture. The
residual KAN is trained with only standardized residual MSE, while pKANrtm uses the full
physics-guided objective.

Split Model Aphys RMSE  MAE R? SMAPE (%)
Standard Residual KAN 0 0.00634 0.00196 0.99448 4.10672
Standard pKANTrtm 1 0.00619 0.00186 0.99472 3.91249
OOD AOD-CWV  Residual KAN 0 0.01067 0.00576 0.99389 5.74231
OOD AOD-CWV  pKANrtm 1 0.01022 0.00544 0.99418 5.39850

The residual-only KAN provides a purely supervised residual fit, whereas pKANrtm
additionally includes the physics-consistency penalty in the original coefficient space. Be-
cause both models use the same architecture and input representation, this comparison
separates the contribution of the physics-guided objective from the nonlinear approxi-
mation capacity of the KAN model. Across both standard and OOD split regimes, the
physics-guided objective preserves or slightly improves aggregate predictive accuracy,
reducing RMSE, MAE, and SMAPE while maintaining high R?. This indicates that the
physics-consistency penalty does not degrade coefficient-level emulation accuracy and can
be incorporated without sacrificing predictive performance, including under the higher-
AOD and higher-CWYV distribution shift.

5.4. Model Complexity and Convergence Analysis

To further examine whether the KAN architecture provides advantages beyond ag-
gregate accuracy alone, we compared representative FC and KAN variants in terms of
trainable parameter count, validation loss, training time, and SMAPE on the standard split.
This comparison is intended to support architectural interpretation rather than to introduce
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a large hyperparameter sweep. All models use the same residual multi-fidelity input
representation, preprocessing pipeline, train-validation-test split, and coefficient-space
evaluation protocol. The FC baselines provide conventional fixed-activation neural regres-
sors, whereas the KAN variants use learnable univariate edge functions as an alternative
nonlinear basis for coefficient-level scientific regression.

Table 7 shows that the FC baselines are computationally lighter and use fewer trainable
parameters, but they produce higher SMAPE than the KAN variants under the same
residual multi-fidelity formulation. The residual KAN improves SMAPE relative to the
FC baselines, indicating that the learnable edge-function parameterization is effective for
the smooth but nonlinear residual mapping between 65 and libRadtran coefficients. The
proposed pKANrtm further reduces SMAPE by adding the physics-consistency penalty,
while retaining similar per-epoch runtime to the residual KAN. These results support
the use of KANSs as nonlinear scientific regressors for coefficient-level RTM emulation;
however, the physical interpretability of the overall framework primarily comes from the
coefficient-level atmospheric-correction formulation, the multi-fidelity residual structure,
and the physics-guided objective rather than from treating individual learned KAN edge
functions as direct analytic representations of radiative-transfer physics.

Table 7. Model complexity, convergence, and SMAPE comparison for FC and KAN variants on the
standard split. All models use the same residual multi-fidelity input representation and preprocessing.
SMAPE is computed on reconstructed high-fidelity coefficients in the original coefficient space.

Model Architecture Params Val. Loss SMAPE (%) Time/Epoch (s)
FC-base MLP ([din, 256, 128, dout]) 41,987 8.86 x 1073 6.13 4.30
FC-wide MLP ([din, 512,256,128, doyt]), GELU 182,019 6.46 x 1073 5.55 6.55
Residual KAN  KAN ([din, 256,128, dout]), Aphys =0 416,000  4.95 x 1073 4.10 7.79
pKANrtm KAN ([din, 256,128, dout]), Aphys =1 416,000 4.95 x 1073 3.91 7.76

5.5. Standard Versus OOD Error Structure

Figure 5 compares mean RMSE across coefficients for the standard and OOD splits.
The OOD split increases error for Ty and ppatn, Whereas spherical albedo shows slightly
lower aggregate RMSE in the OOD summary. This pattern suggests that the impact of
OOD sampling is coefficient-specific rather than uniform. In particular, transmittance is
more sensitive to changes in aerosol and water-vapour state, while spherical albedo error is
strongly influenced by band-specific behavior and by the distribution of valid rows after
quality control.
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Figure 5. Mean RMSE by coefficient for standard and OOD split regimes.

The band-wise SMAPE heatmap in Figure 6 provides a more detailed view. Most
visible, red-edge, and near-infrared bands remain low-error under both splits. The largest
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relative errors occur in B10, with additional difficulty in B9, B11, and B12 depending on the
coefficient. This is physically reasonable: B9 and B10 are strongly affected by atmospheric
absorption features, and B10 has fewer valid training examples after quality control. The
heatmap therefore identifies the main spectral limitation of the current model and suggests
that future work should treat absorption-dominated bands separately or use band-specific
loss weighting.

Standard split 00D split

180

0.46

T_total rho_path spher_alb T_total rho_path spher_alb

Figure 6. Band- and coefficient-wise SMAPE under standard and OOD splits. B10 is the dominant
high-error band, with additional sensitivity in B9, B11, and B12.

The elevated errors in B9-B12 have a physical basis. B9 is located in a water-vapour-
sensitive spectral region and is therefore strongly affected by CWV variability and by dif-
ferences in how the two RTMs represent absorption within the Sentinel-2 spectral response
function. B10 is primarily a cirrus-sensitive band and is not normally used as a primary
land surface-reflectance retrieval band. Its low valid-sample retention and high SMAPE
indicate that coefficient recovery is numerically fragile in this strong absorption/cirrus-
sensitive region, where the surface-reflection contribution to the TOA signal can be weak.
B11 and B12 are shortwave-infrared bands, where absorption structure, aerosol-surface
coupling, and SRF integration can also increase the discrepancy between low- and high-
fidelity coefficients. Therefore, the higher errors in these bands should be interpreted as
band-specific radiative-transfer and coefficient-recovery difficulty rather than as uniform
failure of the surrogate across the Sentinel-2 spectrum.

5.6. Prediction-Versus-Truth Behavior

Figures 7 and 8 show predicted versus true libRadtran coefficients for the standard and
OOD splits. For ppatn and Tiora), predictions align closely with the one-to-one line in both
regimes, indicating that the residual model captures the dominant coefficient structure. The
OOD plot shows visibly broader scatter, especially for Ti,), consistent with the aggregate
metric increase under distribution shift.
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Figure 7. Predicted versus true libRadtran coefficients on the standard split. The dashed red line
denotes the one-to-one relationship.
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Figure 8. Predicted versus true libRadtran coefficients on the OOD AOD-CWYV split.

Spherical albedo shows a different pattern. Most predictions follow the one-to-one
line in the dense low-to-moderate coefficient region, but sparse high-value cases appear as
outliers. These outliers are important because they may correspond to absorption-sensitive
or numerically fragile regimes. The model therefore performs well for the dominant data
manifold but requires additional handling for rare high-spherical-albedo cases.

5.7. Representative Spectral Cases

Figures 9 and 10 compare coefficient curves across Sentinel-2 bands for representative
standard and OOD cases. The black line denotes libRadtran, the gray dashed line denotes
6S, and the blue line denotes the pKANrtm prediction. In both examples, pKANrtm closely
tracks the libRadtran curve and substantially improves over 65 where the low-fidelity curve
deviates from the high-fidelity target. This qualitative behavior is particularly clear for
Tiotal, Where 65 often underestimates or overestimates the band-level curve while pKANrtm
corrects the residual toward libRadtran.
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Figure 9. Representative standard-split coefficient curves across Sentinel-2 bands. pKANrtm closely
follows libRadtran while correcting the low-fidelity 6S discrepancy.
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Figure 10. Representative OOD-split coefficient curves across Sentinel-2 bands. The surrogate remains
close to libRadtran even under shifted AOD-CWYV conditions.

The broader representative-case panel in Figure 11 shows several atmospheric regimes,
including low AOD/CWYV, high AOD, high CWYV, high solar zenith angle, and high 6S-
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libRadtran discrepancy. Across these cases, the model-predicted coefficient curves generally
follow the libRadtran reference more closely than the corresponding 6S curves, especially
where the 65 response is systematically biased. This behavior indicates that the multi-
fidelity residual formulation applies state- and band-dependent corrections to the low-
fidelity 6S input rather than simply reproducing or smoothing the 6S spectral shape.
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Figure 11. Representative atmospheric cases comparing libRadtran, 6S, and model-predicted coeffi-
cient curves. Rows correspond to selected atmospheric regimes and columns correspond to the three
target coefficients.

5.8. Runtime and Acceleration

Table 8 reports runtime results for the RTM baselines, pKANrtm model-only infer-
ence, and the practical end-to-end “6S + pKANrtm” workflow. A single libRadtran CPU
evaluation requires 37.33 s in the measured configuration, whereas a single 6S evaluation
requires 0.7569 ms. This large runtime gap motivates the multi-fidelity design: 65 is inex-
pensive enough to provide low-fidelity guidance, while libRadtran is expensive enough
that emulation can provide substantial practical acceleration.

When pKANrtm inference is considered alone, single-sample inference requires
95.6849 ms on CPU and 3.3937 ms on GPU, corresponding to speedups of approximately
390x and 11,000x relative to libRadtran CPU execution, respectively. However, because
PKANTrtm uses the low-fidelity 65 output as part of the multi-fidelity input, practical
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deployment also requires the 6S runtime. Therefore, we additionally report the total run-
time of the complete “6S + pKANrtm” pipeline by adding the measured 6S latency to the
pKANrtm inference latency.

Under this end-to-end setting, the total latency is 96.7053 ms/sample for CPU inference
and 4.2216 ms/sample for single-sample GPU inference. These correspond to speedups
of approximately 386 x and 8843 x relative to libRadtran CPU execution, respectively. In
batched GPU inference with batch size 128, pKANTrtm inference alone has an amortized
latency of 0.0207 ms/sample and throughput of 48,396.57 samples/s. This batched model-
only result indicates that once the low-fidelity 6S coefficients are available, the neural
residual correction itself becomes negligible compared with direct libRadtran execution.

Table 8. Runtime comparison between RTM baselines, pKANrtm model-only inference, and end-
to-end 6S + pKANrtm execution. Speedup is computed relative to single-sample libRadtran CPU
execution. For batched GPU inference, latency is reported as amortized per-sample latency.

Batch Latency Throughput Speedup vs.

Method Device Size (ms/Sample) (Samples/s) libRadtran
65 CPU 1 0.7569 1321.12 N/A
libRadtran CPU 1 373303574 0.0268 100
pKANrtm CPU 1 95.6849 1045 390.14x
pKANrtm GPU 1 3.3937 29466  10,999.83x
65 + pKANrtm  CPU + CPU 1 96.7053 1034 386,02
65 + pKANrtm  CPU + GPU 1 42216 23687 884270
pKANrtm GPU 128 00207 4839657 N/A

These results clarify that the surrogate is not intended to make the low-fidelity 6S call
faster; 6S is already inexpensive. Instead, pKANrtm reduces dependence on repeated high-
fidelity libRadtran execution by learning the correction from low-fidelity 6S coefficients to
high-fidelity libRadtran-like coefficients. The end-to-end single-sample results show that
even after including the required 65 call, the proposed workflow remains several orders of
magnitude faster than direct libRadtran execution.

The strongest deployment case is batched coefficient generation, where thousands
to millions of atmospheric states can be evaluated after training. In this setting, pKAN-
rtm inference becomes negligible compared with the low-fidelity RTM call, and the total
workflow is effectively limited by 6S rather than by the neural surrogate. This is directly
relevant to dense LUT generation, synthetic dataset construction, sensitivity analysis, and
retrieval support.

5.9. Initial Real-Scene Validation Against RadCalNet

Table 9 summarizes the initial real-scene validation over the Gobabeb RadCalNet site.
Across the 10 usable Sentinel-2A bands, 6S + pKANrtm achieved the closest agreement with
SRF-integrated RadCalNet BOA reflectance. The pKANrtm-corrected retrieval obtained
an RMSE of 0.0023 and MAE of 0.0021, compared with RMSE values of 0.0173 for 65-only
and 0.0151 for ESA Sen2Cor L2A. The mean relative difference was reduced from +6.0%
for 6S-only to +0.2% for 6S + pKANrtm, indicating that the learned residual correction
removes most of the systematic positive bias present in the low-fidelity 6S retrieval for
this matchup.
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Table 9. Initial real-scene validation against SRF-integrated RadCalNet BOA reflectance at the
Gobabeb site. Sen2Cor L2A is included as an operational reference for this single matchup. Lower
RMSE, MAE, and absolute relative differences indicate better agreement with RadCalNet.

Mean Relative Mean Absolute
Method RMSE MAE Difference (%) Relative Difference (%)
65 + pKANrtm 0.0023 0.0021 +0.2 0.7
ESA Sen2Cor L2A 0.0151 0.0104 +2.9 3.0
6S-only 0.0173 0.0169 +6.0 6.0

The band-wise values in Table 10 provide additional detail on how the aggregate
improvement varies across the evaluated Sentinel-2A spectrum.

Table 10. Band-wise real-scene validation against SRF-integrated RadCalNet BOA reflectance at the
Gobabeb site. Reflectance values are unitless. Relative differences are computed with respect to RadCalNet.

Band Center(mm) TOALIC Sen2CorL2A RadCalNet 6S-Only 6S + pKANrtm 6S Diff. (%) pKANrtm Diff. (%)

B02 520 0.179 0.140 0.140 0.158 0.141 +13.0 +0.9
B03 560 0.203 0.205 0.206 0.217 0.204 +5.5 -0.8
B04 654 0.277 0.290 0.287 0.303 0.289 +5.6 +0.7
B05 701 0.290 0.323 0.305 0.323 0.303 +5.8 -0.8
B06 743 0.311 0.332 0.324 0.341 0.326 +5.2 +0.6
B07 779 0.329 0.338 0.334 0.352 0.336 +5.3 +0.5
B08 789 0.306 0.336 0.331 0.346 0.329 +4.5 -0.6
BSA 871 0.328 0.332 0.327 0.338 0.326 +3.5 -0.2
B11 1639 0.397 0.433 0.408 0.428 0.412 +4.9 +0.9
B12 2256 0.326 0.385 0.350 0.375 0.354 +7.1 +1.1

Table 10 provides the band-wise reflectance values used to compute the aggregate
RadCalNet validation metrics, and Figure 12 visualizes the corresponding spectral behavior.
The 65-only retrieval overestimates RadCalNet reflectance in every evaluated band, with
the largest relative difference in B02. After applying the pKANrtm residual correction, the
band-wise relative differences are reduced to a narrow range from approximately —0.8% to
+1.1%. This indicates that the proposed model corrects the band-dependent residual bias
of the 6S-only retrieval rather than applying a simple uniform offset.
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Figure 12. Band-wise spectral comparison for the initial real-scene validation over the Gobabeb
RadCalNet site. The figure compares Sentinel-2A TOA reflectance, ESA Sen2Cor L2A, SRF-integrated
RadCalNet BOA reference reflectance, 6S-only retrieved surface reflectance, and 6S + pKANrtm
retrieved surface reflectance across the 10 usable Sentinel-2A bands.
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Sen2Cor L2A performed reasonably in several visible and near-infrared bands, but
it showed larger positive deviations in BO5, B11, and B12 for this matchup. The Sen2Cor
comparison is included as an operational L2A reference, and the result should be interpreted
as case-study evidence rather than a general claim that pKANrtm outperforms Sen2Cor
across sites, seasons, or atmospheric conditions. In this scene, the pKANrtm-corrected
retrieval was substantially closer to RadCalNet, which is the independent ground-based
reference used for validation.

Overall, this real-scene experiment supports the central multi-fidelity hypothesis of
the proposed framework: a low-fidelity RTM can provide a useful physical baseline, while
a learned residual model can correct systematic low-to-high-fidelity discrepancies in a way
that improves final surface-reflectance retrieval.

6. Discussion

The results support three main interpretations. First, coefficient-level high-fidelity
emulation is feasible: pPKANrtm accurately reconstructs libRadtran coefficients using state
variables and 6S guidance. Second, the residual multi-fidelity formulation is physically
meaningful: discrepancy plots show that 65 already captures much of the spectral shape,
while pKANrtm learns the remaining state- and band-dependent correction. Third, the
main limitations are concentrated in absorption-sensitive and low-validity bands, especially
B10, rather than distributed uniformly across all Sentinel-2 bands.

The ablation study further supports the physics-guided objective: compared with an
otherwise identical residual KAN trained only with standardized MSE, pKANrtm achieves
modest but consistent improvements under both standard and OOD splits. This suggests
that the physics-guided penalty provides a useful inductive bias without degrading the
model’s ability to approximate libRadtran coefficients.

The practical significance is that a physics-guided KAN can serve as a fast coefficient
generator inside an atmospheric correction workflow. Since the outputs remain atmo-
spheric correction coefficients, the approach retains compatibility with standard correction
equations. Because the model predicts physically defined atmospheric correction coeffi-
cients rather than surface reflectance directly, its outputs remain traceable to the standard
radiative-transfer correction equation. This coefficient-level formulation may facilitate
physical inspection and integration into existing atmospheric correction workflows, while
avoiding repeated high-fidelity RTM execution.

The use of KANSs in this work should be interpreted as an architectural choice for
compact nonlinear scientific regression rather than as a claim that the learned edge func-
tions are direct analytic representations of radiative-transfer physics. Compared with a
conventional fully connected MLP, the KAN parameterization provides a different func-
tional basis through learnable univariate edge functions. This may be useful for smooth
coefficient-level mappings, but the physical interpretability of the final surrogate still comes
primarily from the coefficient-level formulation, the multi-fidelity residual structure, and
the physics-guided objective.

Several limitations should be acknowledged. The main controlled evaluation remains
based on paired RTM simulations, which is appropriate for testing whether the surrogate
can emulate libRadtran-like coefficients under matched atmospheric, geometric, and spec-
tral conditions. To partially address the downstream validation gap, we also added an
initial real-scene case study over the Gobabeb RadCallNet site. This case study shows that
the coefficient correction can improve final Sentinel-2 surface-reflectance retrieval against an
independent ground-based reference, reducing RMSE from 0.0173 for 6S-only to 0.0023 for
6S + pKANrtm. However, this result should not be interpreted as a complete operational
validation. It uses one Sentinel-2A acquisition over one bright desert site under low-AOD
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conditions. Therefore, it does not capture the full range of uncertainties present in opera-
tional imagery, including cloud masking errors, adjacency effects, BRDF effects, imperfect
aerosol or water-vapour retrieval, geolocation mismatch, sensor calibration uncertainty,
darker or heterogeneous land covers, and humid or high-aerosol atmospheres. Broader
validation should therefore extend the analysis to additional RadCalNet and HYPERNETS
sites, field spectra, multiple seasons, multiple aerosol and water-vapour regimes, and
representative land-cover types. The OOD split tests aerosol and water-vapour loading
shifts, but it does not cover every possible distribution shift, such as unseen aerosol models,
untested atmospheric profiles, cross-sensor transfer, or real-scene retrieval artifacts.

B10 should be interpreted separately from the main surface-reflectance bands. For
Sentinel-2, B10 is primarily designed for cirrus detection rather than standard land surface-
reflectance retrieval. In this study, B10 is retained to evaluate the behavior of the coefficient-
recovery and surrogate-learning pipeline in a difficult absorption-sensitive band. Its high
error and reduced valid-sample count therefore identify an important stress case, but they
should not be interpreted as representative of the performance of the main visible, red-edge,
near-infrared, and shortwave-infrared surface-reflectance bands.

Future work should expand downstream validation, add uncertainty-aware prediction,
investigate band-specific modeling, and broaden cross-RTM harmonization. In particular,
pKANrtm should be extended with uncertainty-aware prediction because atmospheric
correction workflows would benefit from prediction intervals or uncertainty estimates,
especially in absorption-sensitive bands and OOD atmospheric regimes. Possible exten-
sions include deep ensembles, quantile regression, Monte Carlo dropout, Bayesian neural
surrogates, or Gaussian-process calibration layers. Such uncertainty estimates could be
propagated through the coefficient-based surface-reflectance equation to quantify uncer-
tainty in retrieved surface reflectance.

7. Conclusions

This study presented a physics-guided multi-fidelity framework for emulating at-
mospheric correction coefficients using physics-guided Kolmogorov—Arnold Networks.
The framework pairs 6S as a low-fidelity RTM with libRadtran as a high-fidelity RTM
under a shared LHS-sampled atmospheric and geometric state manifest, with SRF-aware
Sentinel-2 band integration to better match multispectral sensor responses. The proposed
pKANrtm model uses an Efficient-KAN regressor that receives atmospheric state variables
and 65 coefficients, adds a physics-consistency penalty computed on inverse-transformed
coefficient predictions in the original physical scale, and predicts the residual between
libRadtran and 6S, and reconstructs high-fidelity atmospheric correction coefficients. The
results show that pKANrtm provides strong high-fidelity coefficient emulation under
both standard and out-of-distribution evaluation regimes, outperforming representative
RTM surrogate, regression, and neural-network baselines. Diagnostic analyses indicate
that most visible, red-edge, and near-infrared Sentinel-2 bands are accurately emulated,
while absorption-sensitive bands remain more challenging. Runtime benchmarking further
shows that pKANrtm substantially accelerates coefficient generation relative to repeated
libRadtran execution, with GPU inference providing orders-of-magnitude speedup and
batched inference reaching high-throughput operation. An initial real-scene validation
over the Gobabeb RadCalNet site further showed that the learned correction improves
downstream Sentinel-2 surface-reflectance retrieval. Across 10 usable Sentinel-2A bands,
6S + pKANrtm achieved an RMSE of 0.0023 and mean absolute relative difference of 0.7%
against SRF-integrated RadCalNet BOA reflectance, compared with 0.0173 and 6.0% for
6S-only. This result provides independent case-study evidence that pKANrtm reduces
systematic low-fidelity RTM bias in a practical atmospheric-correction setting, although
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broader multi-site validation remains necessary. Overall, the proposed pKANrtm frame-
work offers a practical route toward fast, scalable, and physically structured atmospheric
correction coefficient generation.
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