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Abstract
Image-to-image translation is an important problem in
visual content generation, where successful generation
should achieve not only perceptual realism but also preser-
vation of structural fidelity. This requirement is espe-
cially relevant in practical content creation settings, where
the generated output is often expected to remain spatially
or semantically consistent with the source input. In the
present work, a practical and efficient Flow Matching
framework for paired image-to-image translation, termed
PairFlow, is presented. PairFlow models conditional
generation through a simple concatenation-based strat-
egy, where the noisy target state is combined with the
source image to enable learning of the conditional vec-
tor field for faithful translation. To study this problem in
a setting where both fidelity and structure can be quan-
tified, aerial-to-map translation is adopted as a represen-
tative benchmark, and a new large-scale dataset, termed
Terra Aerial Map, is introduced. Extensive experiments
are conducted on both the proposed dataset and the pub-
licly available Aerial Photograph ↔ Maps dataset. The
results show that PairFlow achieves stronger perceptual
and structural quality compared with state-of-the-art GAN-
, diffusion-, and flow-based baselines. In addition, Pair-
Flow requires lower total training cost measured in peta–
floating point operations (PFLOPs), highlighting its practi-
cal advantage as a lightweight flow-matching model. These
findings suggest that PairFlow provides an effective and
efficient framework for image-to-image translation, with
potential relevance to broader visual content generation
tasks where structure preservation is important. The code
is available at https://github.com/amaha7984/
PairFlow .

1. Introduction
Image-to-image translation is an important problem in Gen-
erative AI and visual content creation, where the objective is

to transform an input image from one domain into a target
domain while preserving meaningful content. In practical
settings, success is not determined only by perceptual real-
ism, but also by structural faithfulness to the source image.
This requirement is especially important in translation tasks
where the generated output should remain spatially and se-
mantically consistent with the source input. In the present
study, aerial-to-map translation is adopted as a representa-
tive benchmark for this problem, since the generated output
should remain visually plausible while accurately preserv-
ing roads, land regions, water bodies, and other spatial ar-
rangements derived from the source image. Such genera-
tion also has direct value in Geographical Information Sys-
tems (GIS) and Remote Sensing (RS), with applications in
navigation, routing, smart city development, environmental
monitoring, and emergency rescue operations.

Conventionally, map derivation from aerial imagery has
relied on rule-based pipelines and multiple tiling or render-
ing engines such as Mapnik [3], which are labor-intensive,
costly, and subject to human error. Deep learning has sup-
ported more intelligent GIS workflows, and discriminative
tasks such as road extraction [20, 31], building extraction
[34, 37], and tree mapping [13, 33] have shown strong
progress. However, these methods remain special-purpose
and usually require extensive labeling for each downstream
task. In contrast, image-to-image translation offers a more
general generative framework, where a model can learn to
transform source imagery into complete target representa-
tions rather than focusing only on isolated semantic compo-
nents.

Most prior work on map generation from aerial imagery
has been built on Generative Adversarial Networks (GANs)
[12]. Early studies such as Pix2Pix [15] and CycleGAN
[38] established the foundation for image-to-image gen-
eration in paired and unpaired settings, and these ideas
were later adopted for aerial-to-map translation. Subse-
quent methods, including GeoGAN [10], SMAPGAN [6],
MapGen-GAN [25], HPix [28], MapCUT [18], and KAN-
Attn [19], introduced architectural and training refinements
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for improved map synthesis. Although these methods have
advanced the task, the literature remains dominated by
GAN-based formulations and relatively narrow experimen-
tal settings.

Two practical limitations remain evident in this do-
main. First, many existing studies have been evalu-
ated on relatively small-scale benchmarks, such as the
Aerial Photograph ↔ Maps dataset [15], which contains
only around 2000 images in total for training and testing.
This limits the assessment of model behavior at a more re-
alistic scale. Second, GAN-based training is often sensi-
tive to optimization instability, including vanishing gradi-
ents and generator-discriminator imbalance, which can be-
come more problematic as data scale and training duration
increase. In addition, tasks such as aerial-to-map translation
require preservation of structural layout in addition to visual
fidelity, which motivates exploration of generative mecha-
nisms that can provide a practical balance between image
quality, structural consistency, and training efficiency.

A promising alternative is offered by flow-based genera-
tive modeling. Early directions such as Residual Flows [5]
and Continuous Normalizing Flows (CNFs) [4] formulated
generation through invertible transformations and differen-
tial equations. More recently, Flow Matching [17] simpli-
fied training by directly learning the target vector field along
a probability path, avoiding the need for likelihood-based
optimization used in classical CNF training. This direc-
tion has shown strong performance in large-scale generation
and has become an attractive alternative to diffusion and
GAN-based methods [1, 11]. At the same time, conditional
flow matching formulations have extended this framework
toward supervised or guided generation settings by explic-
itly modeling conditional transport between source and tar-
get variables [29]. While these formulations are principled,
practical image-to-image translation still benefits from sim-
ple and effective conditioning strategies that are easy to im-
plement and computationally efficient.

In the present work, a practical flow matching frame-
work for paired image-to-image translation is developed.
Rather than introducing a complex conditioning mecha-
nism, this study adopts a simple conditional strategy in la-
tent space by concatenating the noisy target state with the
source image, allowing the model to learn the conditional
vector field for translation. In the present benchmark set-
ting, the source image corresponds to aerial imagery and
the target domain corresponds to map synthesis. This de-
sign, termed PairFlow, is intentionally practical: it is sim-
ple to train, lightweight in total training cost, and effective
in preserving both perceptual and structural properties in the
generated output. Although the conditioning mechanism is
straightforward, the resulting framework provides a useful
practical formulation of flow matching for paired translation
tasks. To the best of our knowledge, this is the first study

to apply Flow Matching to map generation from aerial im-
agery in this manner.

To support evaluation beyond small-scale datasets,
this study also introduces a new benchmark, termed
Terra Aerial Map, collected from the TerraFly mapping
system [24]. The dataset contains large-scale paired aerial
and map imagery and enables more realistic analysis of
generative image-to-image translation in a setting where
both perceptual quality and structural correctness can be as-
sessed. For this reason, aerial-to-map translation serves as
a meaningful representative benchmark for practical gener-
ative modeling.

Overall, the contributions of this study are as follows:
• A new large-scale paired dataset, Terra Aerial Map, con-

taining 61,507 aerial images and 61,507 corresponding
map images, for a total of 123,014 images.

• A practical flow matching-based image-to-image transla-
tion framework, PairFlow, demonstrated on map genera-
tion from aerial imagery through simple latent-space con-
catenation conditioning.

• An extensive comparative study against advanced GAN-
, diffusion-, and flow-based image-to-image translation
methods on the proposed benchmark and the publicly
available Aerial Photograph ↔ Maps dataset.

• Demonstration that PairFlow achieves strong percep-
tual and structural generation quality with lower total
training cost measured in peta–floating point operations
(PFLOPs), supporting its value as an efficient and practi-
cal generative framework.

2. Proposed Approach
The proposed approach formulates paired image-to-image
translation within the Flow Matching framework. For sim-
plicity, the conditional formulation is adopted, where the
network regresses the vector field associated with the con-
ditional probability path. Following Lipman et al. [17], the
Conditional Flow Matching (CFM) loss is defined as

LCFM(θ) = Et, q(b), pt(x|b) ∥vθ(x, t)− ut(x | b)∥2 , (1)

where t ∈ [0, 1], b is drawn from the target data distribution
qB, x ∼ pt(x | b) is a point along the conditional probability
path at time t, vθ(x, t) is the neural approximation to the
vector field, and ut(x | b) is the true conditional vector field
that generates the path.

The problem is formulated as paired image-to-image
translation from a source distribution qA(x) to a target dis-
tribution qB(x), in addition to the known Gaussian distribu-
tion p(x). The flow can be constructed with the same neural
network prediction, but the central question is how to define
the input representation that leads to an effective conditional
vector field for translation. In the benchmark setting con-
sidered in this study, the source distribution is formed by
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Figure 1. Overview of PairFlow: the path state xt = (1 − t)b +
(
σmin + (1 − σmin)t

)
x0 is concatenated with the source image

to form z = [xt, a], which is passed to the UNet vθ(z, t) to predict the velocity. In the benchmark setting of this study, the source
image corresponds to an aerial image and the target corresponds to a map image. This prediction is supervised against the OT velocity
ut(x | b) = (1− σmin)x0 − b using the L2 loss.

aerial imagery and the target distribution is formed by map
images. The details of this formulation are described below.

2.1. PairFlow
PairFlow (see Figure 1) is built on the notion that, while the
probability path is defined between Gaussian noise and the
target image, the source image can be provided as additional
conditioning. The source image acts as guidance, helping
the network align the probability path toward the correct
target. Concretely, at each step the joint representation is
formed as

z = concat(xt, a), (2)

where xt is the interpolated state between Gaussian noise
x0 ∼ N (0, I) and the paired target sample b ∼ qB, and
a ∼ qA is the source input used for conditioning. In the
present benchmark, a corresponds to the aerial image and b
corresponds to the paired map image. The neural network
vθ takes this combined input and predicts the conditional
vector field. In this study, the UNet implemented by Dhari-
wal and Nichol [9], with the capability of processing time
steps, is used as vθ.

Following the conditional flow matching formulation of
Lipman et al. [17], the linear OT displacement path used in

classical CFM is replaced with a cosine–schedule Gaussian
probability path, consistent with Nichol and Dhariwal [22].
The path is defined in latent space between the target latent
b and a Gaussian noise sample x0 ∼ N (0, I) as

xt = αt b + σt x0, (3)

where the cosine schedule is

ᾱ(t) = cos2
(
t+ s

1 + s

π

2

)
, (4)

αt =
√
ᾱ(t), σt =

√
1− ᾱ(t), (5)

with s = 0.008 following [22]. The corresponding condi-
tional vector field becomes

ut(x | b) = dαt

dt
b+

dσt

dt
x0. (6)

This cosine Gaussian path matches the formulation imple-
mented in the training pipeline.

Given the concatenated representation z =
concat(xt, a), the UNet vθ(z, t) is trained using the
flow-matching regression objective

LI2I(θ) = Et, q(a,b), pt(x|b) ∥vθ(z, t)− ut(x | b)∥2 . (7)
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Method FID ↓ KID ↓ LPIPS ↓ SSIM ↑ PSNR ↑

CycleGAN [38] 48.49 0.03 0.36 0.79 24.05
MapCUT [18] 88.59 0.07 0.52 0.69 17.35
KAN-Attn [19] 47.92 0.03 0.36 0.82 25.01
Pix2Pix [15] 156.42 0.16 0.44 0.75 20.33
BBDM [16] 30.08 0.01 0.25 0.84 28.67
OT-CFM [29] 55.05 0.03 0.43 0.81 25.15
I-CFM [29] 31.85 0.02 0.25 0.83 28.23
PairFlow 10.52 0.005 0.21 0.87 29.38

Table 1. Results on Terra Aerial Map Dataset

Method FID ↓ KID ↓ LPIPS ↓ SSIM ↑ PSNR ↑

CycleGAN [38] 67.51 0.09 – 0.63 24.05
Att. GAN [27] 72.99 0.13 – 0.71 25.73
MapCUT [18] 59.37 0.18 – 0.64 24.32
HPix [28] 96.71 0.19 – 0.75 26.98
KAN-Attn [19] 52.99 0.03 – 0.73 25.79
Pix2Pix [15] 193.95 0.18 0.38 0.60 24.03
BBDM [16] 95.87 0.05 0.37 0.57 23.59
OT-CFM [29] 50.67 0.02 0.18 0.71 25.29
I-CFM [29] 49.11 0.02 0.15 0.75 26.24
PairFlow 46.39 0.02 0.14 0.76 27.34

Table 2. Results on Aerial Photograph ↔ MapsDataset

3. Experiments and Results

This section first details about the experimental se-
tups, then provide the detail on the proposed dataset,
Terra Aerial Map, and brief on the publicly available
dataset, followed by Baselines, Evaluation Metrics and Ex-
perimental Evaluation.

The proposed method, PairFlow, was trained in
Python 3.9.20 with PyTorch for 400 epochs using the
AdamW optimizer (learning rate of 3 × 10−4, β =
(0.9, 0.999), weight decay = 0) and a cosine annealing
learning-rate scheduler (Tmax = 400). For all other meth-
ods, we used their official implementations and configura-
tions; readers are referred to the respective papers and code
for further details. All computations were performed on a
node equipped with eight NVIDIA A100-PCI GPUs, each
with 80 GB of HBM2 memory.

3.1. Datasets
To prepare the new dataset, Terra Aerial Map, we used the
TerraFly mapping system [24] to download RGB aerial im-
ages and their corresponding RGB maps. Specifically, Ter-
raFly’s raster API was used to download aerial images,
and its vector API was used to download maps. Using
TerraFly’s user interface, specific locations were identified
within a tiling system, and 14 U.S. regions were selected:
California, Kansas, Pennsylvania, Illinois, Missouri, Ten-
nessee, Florida, New York, Indiana, North Carolina, Texas,

Georgia, Ohio, and Washington, D.C. The zoom level was
fixed at 15 to maintain uniform resolution across all images.
To automate the downloading process, a Python web scrap-
ing script was employed in conjunction with TerraFly’s
APIs. After downloading, extensive preprocessing was per-
formed, including the removal of blank images, elimination
of duplicates based on file names, and pixel-level matching
to ensure a reliable dataset for map generation. As noted
in Section 1, after all refinements and preprocessing, a to-
tal of 61,507 aerial and map images were finalized. Of
these, 41,021 pairs were used for training, and the remain-
ing 20,486 were reserved for testing.

Aerial Photograph ↔ Maps dataset as presented by Isola
et al. [15] contains total 1097 aerial images and correspond-
ing 1097 map tiles sourced from Google Maps for the train-
ing set, all covering regions in and around New York City.
The test set includes 1098 aerial images and corresponding
1098 styled map tiles.

3.2. Baselines

For fair comparison, we selected several GANs models that
have been extensively studied in image-to-image translation
as well as in the map generation, Pix2pix [15], CycleGAN
[38], MapCUT [18], and KAN-Attn [19]. It is noteworthy
that Pix2Pix is paired image translation method, similar to
our proposed method, all other GANs are unpaired image-
to-image translation.

After a careful literature review, BBDM [16] was found
to be most relevant comparative method from Diffusion
models, that built on the stochastic brownian bridge pro-
cess and learns mapping with through the bidirectional dif-
fusion process, was developed on paired image-to-image
translation. We selected OT-Conditional Flow Matching
(OT-CFM) [29] and Independent Conditional Flow Match-
ing (I-CFM) [29] from the flow matching literature.

3.3. Evaluation Metrics

To assess the quality of generated maps, we employ a com-
bination of perceptual and pixel-based evaluation metrics:
Fréchet Inception Distance (FID), Kernel Inception Dis-
tance (KID), Learned Perceptual Image Patch Similarity
(LPIPS), Peak Signal-to-Noise Ratio (PSNR), and Struc-
tural Similarity Index (SSIM).

3.3.1. Fréchet Inception Distance (FID)

FID [14] is a widely adopted metric for evaluating genera-
tive models. It measures the divergence between the distri-
butions of real and generated images in the feature space of
a pre-trained Inception v3 network [26]. Lower FID values
correspond to generated images that more closely resemble
the real distribution, aligning well with human perceptual
judgment.
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Input GroundTruth PairFlow KAN-Attn BBDM MapCUT CycleGAN Pix2Pix

Figure 2. Comparative Results of Image Generation on Terra Aerial Map dataset.
Input Gr. Truth PairFlow KAN-Attn BBDM HPix MapCUT Att. GAN CycleGAN Pix2Pix

Figure 3. Comparative Results of Image Generation from Aerial Photograph ↔ Maps. Images are reproduced under the Creative
Commons Attribution-NonCommercial 4.0 International License for non-commercial research and educational use.

3.3.2. Kernel Inception Distance (KID)
KID [2] compares real and generated images by computing
the squared Maximum Mean Discrepancy (MMD) between
their feature embeddings extracted from an Inception net-
work. Unlike FID, KID does not assume a Gaussian distri-
bution and is unbiased even with finite samples, making it
more reliable for smaller datasets. Lower KID values indi-
cate greater similarity between real and generated distribu-
tions.

3.3.3. Learned Perceptual Image Patch Similarity
(LPIPS)

LPIPS metric [36] quantifies perceptual similarity by com-
paring deep features extracted from networks such as
AlexNet or VGG. Unlike pixel-based measures, LPIPS cor-
relates strongly with human judgments of visual similar-

ity, making it suitable for evaluating the perceptual quality
of generated images. Lower LPIPS scores correspond to
higher perceptual similarity.

3.3.4. Peak Signal-to-Noise Ratio (PSNR)
PSNR is a pixel-based measure of image fidelity. It is de-
fined as:

PSNR = 10 · log10
(
Max2

s

MSE

)
where Maxs is the maximum possible pixel value and
MSE is the mean squared error between the original and
generated images. Higher PSNR values indicate better im-
age quality.

3.3.5. Structural Similarity Index (SSIM)
SSIM [32] evaluates perceptual image quality by consider-
ing luminance, contrast, and structural consistency between
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(a) PCA visualization of embeddings.

(b) t-SNE visualization of embeddings.

(c) UMAP visualization of embeddings.

Figure 4. Embedding distributions of real and generated samples from Terra Aerial Map dataset visualized using PCA (4a), t-SNE (4b),
and UMAP (4c). Red points denote generated images, and blue points denote real maps.

Figure 5. Average 2D power spectra of noise residuals from generated map images produced by PairFlow and baseline models. Each spec-
trum highlights model-specific frequency fingerprints, computed from the squared Fourier Transform (FFT) magnitude of 1,000 residuals
per model.



two images. It is defined as:

SSIM(s, s′) =
(2µsµs′ + C)(2σss′ + C)

(µ2
s + µ2

s′ + C)(σ2
s + σ2

s′ + C)

where µs and µs′ are mean luminance values, σ2
s and σ2

s′

are variances, and σss′ is covariance. Higher SSIM values
correspond to closer structural similarity to the reference
image.

In addition to quantitative metrics, we employ Princi-
pal Component Analysis (PCA) [23], t-distributed Stochas-
tic Neighbor Embedding (t-SNE) [30], and Uniform Man-
ifold Approximation and Projection (UMAP) [21], for vi-
sual evaluation of embeddings. PCA is a linear method
that projects data onto orthogonal axes capturing maximum
variance, thus providing a global view of distributional dif-
ferences. In contrast, t-SNE is a non-linear approach that
emphasizes preservation of the local neighborhood, mak-
ing it effective for revealing clusters of real and gener-
ated samples. UMAP combines the strengths of both by
modeling data as a high-dimensional graph and optimizing
its low-dimensional projection, preserving local structure
while maintaining more global relationships and offering
better scalability to large datasets.

Similarly, to contextualize the computational character-
istics of our proposed architecture, we report the total train-
ing cost in peta–floating point operations (PFLOPs). This
quantity captures the full compute requirement across all
forward and backward passes during optimization. For con-
sistency, we evaluate baselines that support distributed data
parallel (DDP) training, CycleGAN, Pix2Pix, BBDM, OT-
CFM, I-CFM, and PairFlow

Following standard practice, the total PFLOPs are com-
puted as:

Training FLOPs = FLOPsforward ×Ntrain × E × 3,

where the factor of 3 accounts for the forward, backward,
and parameter-update passes in a single training iteration.
All FLOP measurements were obtained using the fvcore
profiling library. Table 3 reports the total training cost for
each model.

Table 3. Total training cost measured in PFLOPs (1 PFLOP = 1015

floating-point operations).

Model Training Cost (PFLOPs)

CycleGAN 1.63×102

Pix2Pix 6.38×100

BBDM 7.65×103

OT-CFM 5.59×104

I-CFM 5.60×104

PairFlow (Proposed) 1.46×104

3.4. Results
The quantitative performance of the proposed method, Pair-
Flow, and the selected baselines on the Terra Aerial Map
and Aerial Photograph ↔ Maps datasets are reported in Ta-
ble 1 and Table 2, respectively. Representative examples
of generated map images, alongside ground truth maps and
input aerial images, are shown in Figure 2 and Figure 3.
Furthermore, the embedding distributions of generated im-
ages relative to real maps in the Terra Aerial Map dataset
are illustrated in Figure 4.

PairFlow consistently outperforms all baselines across
evaluation metrics. On the Terra Aerial Map dataset, Pair-
Flow achieves an FID of 10.52, KID of 0.005, LPIPS of
0.21, SSIM of 0.87, and PSNR of 29.38. Similarly, on
the Aerial Photograph ↔ Maps dataset, PairFlow surpasses
other methods with an FID of 46.39, KID of 0.02, LPIPS of
0.14, SSIM of 0.76, and PSNR of 27.34. It is worth noting
that LPIPS values are missing for CycleGAN [38], Atten-
tionGAN [27], MapCUT [18], HPix [28], and KAN-Attn
[19] in Table 2, as these results were adapted from Mahara
et al. [19], where LPIPS was not reported. These quan-
titative trends are consistent with the visual comparisons
in Figure 2 and Figure 3. In particular, on the large-scale
Terra Aerial Map dataset, PairFlow generates high-quality
outputs that accurately reconstruct road networks, water
bodies in blue, and greenery in green, as shown in Figure 2.
As a side note, Figure 3 shows that BBDM unexpectedly
produced unstructured objects in the Aerial Photograph ↔
Maps dataset, with lower SSIM and PSNR values despite
being an advanced diffusion-based image-to-image genera-
tive model. We repeated several iterations using the official
repository but did not observe any improvements, and our
assumption is that this failure is due to the small dataset
size.

The embedding space analysis further supports these
results. As shown in Figure 4a, the embeddings of
PairFlow-generated images (red) largely overlap with those
of real maps (blue), with only a few points lying out-
side the dense region. A similar pattern is observed
for BBDM, whereas Pix2Pix, the weakest performer on
Terra Aerial Map, shows embeddings that are clearly sep-
arated from real maps, consistent with its poor quantita-
tive scores (Table 1). As discussed in Section 3.3, PCA
captures only local structures, whereas t-SNE is better
suited for our 2D map embeddings. Indeed, the t-SNE
plot in Figure 4b highlights the compact distribution of
PairFlow outputs, while BBDM samples remain more dis-
persed—aligning with their relative metric performance.
UMAP (Figure 4c) further emphasizes the tight cluster-
ing of PairFlow-generated images with real maps, whereas
other models produce more scattered embeddings. Interest-
ingly, a small fraction of PairFlow-generated images appear
as outliers, indicating rare cases where outputs deviate from



the general distribution.

Consequently, to evaluate frequency-domain similarity,
we follow the procedure of Corvi et al. [8]. A pretrained
denoising filter [35] was applied to 1,000 generated map
images per model from the Terra Aerial Map dataset to ex-
tract noise residuals. The normalized 2D power spectra of
these residuals were then computed via the Fourier trans-
form [7] and averaged across samples. The resulting spec-
tra are shown in Figure 5. PairFlow’s spectra align closely
with those of real maps, while the baselines show more pro-
nounced deviations. These findings indicate that generative
models exhibit distinct frequency-domain fingerprints, with
higher-quality models producing spectra that converge to-
ward real images.

Finally, Table 3 reports the total training cost for each
model. Although our approach requires more FLOPs than
classical GAN baselines such as CycleGAN and Pix2Pix,
this comparison involves fundamentally different model-
ing assumptions. GANs operate directly in pixel space
and do not model continuous probability paths; therefore,
their computational footprint is naturally lower. In contrast,
BBDM is stochastic, as it learns Brownian bridge trajecto-
ries in latent space. Flow-Matching models, including our
proposed model, learn deterministic ODE-based transport
maps. Consequently, FLOPs provide a more meaningful
measure of computational complexity within this family of
methods, where cost is dominated by repeated vector-field
evaluations rather than stochastic sampling steps.

Among the flow-matching configurations, our proposed
PairFlow achieves the lowest training cost at 1.46× 104

PFLOPs, representing a ∼ 74% reduction compared to re-
cent flow-matching methods such as OT-CFM [29] and I-
CFM [29]. This improvement is primarily due to: (i) the
adoption of a simple concatenation strategy for condition-
ing, (ii) the use of a more efficient latent-space condition-
ing strategy, and (iii) a streamlined architecture tailored for
aligned image-to-image translation.

In addition to requiring fewer PFLOPs, the proposed
PairFlow delivers higher generative fidelity as well as struc-
ture preservation. As reported in Table 1, PairFlow achieves
an FID of 10.52, whereas BBDM, despite its lower compute
cost of 7.65 × 103 PFLOPs enabled by its coarse 16 × 16
latent grid, reports an FID of approximately 30, reflecting
lower generative fidelity compared to our method. This
highlights an important trade-off: while BBDM is compu-
tationally cheaper, it sacrifices image quality due to limited
spatial expressiveness in its latent representation. In con-
trast, PairFlow achieves the best balance between compute
and quality, offering state-of-the-art FID performance while
maintaining competitive training cost within the latent flow-
matching family.

4. Conclusion

Image-to-image translation requires more than perceptually
realistic generation, as many practical applications also de-
mand preservation of structural fidelity between the source
and generated output. In the present work, this problem
was studied through a practical Flow Matching framework
for paired image-to-image translation, termed PairFlow.
The aerial-to-map setting was selected as a representative
benchmark because it allows evaluation of both perceptual
quality and structural correctness in a concrete and measur-
able way. To support this setting at a more realistic scale,
this study introduced the Terra Aerial Map dataset, a large-
scale benchmark comprising 123,014 paired aerial and map
images.

Extensive experiments showed that PairFlow consis-
tently outperformed state-of-the-art GAN-, diffusion-, and
flow-based baselines across multiple evaluation metrics.
PairFlow achieved an FID of 10.52 on Terra Aerial Map,
surpassing the second-best model by more than 20 points,
while also demonstrating stronger KID, LPIPS, SSIM, and
PSNR performance. Beyond these quantitative results, the
generated outputs showed clearer structural layouts, realis-
tic rendering of visual regions, strong alignment with real
targets in embedding space, and frequency-domain charac-
teristics close to ground truth. In addition, PairFlow was
more efficient than recent flow matching models, with a to-
tal training cost of 1.46× 104 PFLOPs, corresponding to
approximately 74% lower cost. These findings indicate that
a simple and practical flow-matching design can achieve
strong perceptual quality, structural fidelity, and computa-
tional efficiency in paired image-to-image translation.

The current framework relies on paired training data,
which may limit applicability in scenarios where aligned
source and target samples are unavailable. As future work,
PairFlow will be extended toward unpaired translation set-
tings, with promising directions including contrastive learn-
ing, bidirectional training, and more flexible conditioning
strategies. Such developments may further broaden the role
of practical flow matching in visual content generation and
other real-world image-to-image translation tasks where fi-
delity alone is not sufficient and preservation of structure is
equally important.
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